
SPADE: Support for Provenance Auditing in Distributed Environments

The granularity at which we track the provenance of a
data object affects the overhead that will be introduced in
the system. The advantage of finer-grain auditing is that
information flow can be traced more precisely, allowing
an output’s exact antecedents to be ascertained by recon-
structing the exercised portion of the control flow graph of
the relevant process. The disadvantage is that the system’s
performance perceptibly degrades and the monitoring gen-
erates large volumes of provenance metadata. Since persis-
tent data is managed at file granularity, a reasonable com-
promise on the level of abstraction at which to track data
lineage is to define it in terms of files read and written.

SPADE is developing filesystem support to transparently
generate and certify distributed data provenance, and cor-
responding tools to validate it. The system’s ability to pro-
vide assurances must scale despite the fact that provenance
metadata (a) requires exponentially increasing space, (b) is
generated in multiple administrative domains, and (c) must
be verifiably ordered in the absence of certified, global,
synchronized timestamps.
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Performance of User-Space Filesystems

Our benchmarks show that FUSE user-space filesystem
drivers are practical for the expected SPADE workloads
- that is, FUSE achieves performance comparable to in-
kernel file systems when large, sustained I/O is performed.
On the other hand, the overhead of FUSE is visible when
the workload consists of a relatively large number of meta-
data operations, such as applications that deal with many
small files. Surprisingly, FUSE obtains a higher sustained
throughput than the native filesystem when small sequen-
tial reads are performed using 2.6 series Linux kernels.
This is due to the combined read-ahead caching of fusefs
and the underlying filesystem.

Extending the Driver Environment

Java provides a robust runtime environment and rich
set of development libraries. We implemented JavaFuse,
a Java Native Interface for the FUSE high-level API. It
allows filesystem drivers to be implemented entirely in
Java, with all the bridge code automatically generated.
JavaFuse can configured to allow avoid unnecessary
overhead by selectively activating the native system calls
and Java pre- and post-calls. Similarly, a metadata only
mode disables copying data arguments and return values
into and out of the Java runtime. This allows provenance
collection to occur with negligible performance overhead.

Trading Certificate Space and Verification Reliability

If the details of a lineage operation are stored only at the
node where it was created, the metadata must then include
pointers to node from where details can be retrieved with
a lineage daemon present to service relevant queries. To
reduce the likelihood of being unable to retrieve the details
of an operation when the original node is inaccessible, we
could replicate the information at several other nodes. The
probability of all relevant nodes being unreachable at the
same time would drop rapidly as the number of replicas
increases. We created the Bonsai protocol to optimize the
choice of where to replicate the metadata by propagating
it along with the data and pruning the lineage graph at the
point where our replication goal has been met. Instead of
replicating the lineage metadata at the time it is generated,
at which point it would have to be replicated at a random
set of nodes, we delay the propagation until we know
where it is likely to be used to answer queries.

Optimizing Verification of Multi-Domain Lineage

Mendel is a protocol for efficient verification of data lin-
eage that is generated in multiple administrative domains.
We designed it to be used in automated provenance gather-
ing infrastructures, such as our prototype augmentation of
the Linux filesystem. The protocol provides fast computa-
tional lineage responses by using lazy trust establishment
- that is, only verifying elements of the lineage graph that
are needed for answering the respective queries - and eager
signature verification, which relies on the use of identity-
based signatures to allow parallel offline validation of each
element of a lineage graph. Finally, Mendel provides con-
stant time responses to decisional lineage queries about
pairs of files using ordering witnesses embedded in Bloom
filters inserted in the lineage metadata of each file. With
high probability Mendel can determine whether one file is
the ancestor of the other, its descendant, or whether neither
relationship holds.
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