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As High-Performance Computing (HPC) system sizes and capabilities approach petascale range, scales of problems 
that were unimaginable just a few years ago are now within reach. Yet, it is very frustrating for scientists to truly 
realize the potential of these systems. It is commonly a research team spent equal amount of time on developing a 
computer simulation program as analyzing the data generated from the simulations. Data intensive challenges come 
from many domains that data is produced, consumed, handled, visualized, analyzed and mined is reaching the 
hundreds of terabytes to petabytes range.  Thus, along with computational capabilities, petascale software to scale 
I/O, storage, and memory hierarchy performance must be developed in order to address data intensive nature of 
applications and reap the benefits in performance and productivity improvements promised by petascale systems. 
For data-intensive applications, the storage layers and memory hierarchy are extremely critical, and are often 
overlooked, but they tend to become a bottleneck in not only obtaining scalable end-to-end 
performance but also in achieving high productivity. 

This NSF SDCI funded project addresses the I/O software problem for petascale systems to 
provide end-to-end scalable I/O performance that utilizes high-level access patterns through 
runtime layers to enable optimizations at different levels. Specifically, this project develops 
I/O optimizations in three I/O software layers, from top to bottom as illustrated in the figure 
on the right:  

• parallel netCDF,  
• MPI-IO, and  
• an I/O delegation/forwarding. 

Parallel netCDF (PnetCDF) is a popular high-level I/O library in scientific community that 
provides a potable file format and a set of high-performance parallel I/O interfaces. Being 
close to the application program, pnetCDF can retain data access information useful but often 
ignored by file systems to enhance performance and data management. Two new I/O 
methods for pnetCDF are being developed under this project. One is to enable data aggregation in the library and the 
other is called sub-filing. Sub-filing virtually divides a large netCDF file into smaller ones and through the pnetCDF 
interfaces manages the data as it comes from a single file. The former is important as modern files systems perform 
poorly for a large number of small I/O requests. The later is particular useful to avoid concurrent file access from a 
large number of application processes, which can easily cause file lock contention and reduce the I/O parallelism. 

PnetCDF is built on top of MPI-IO for portability and performance reason, as it can make use of all optimizations 
available in the MPI-IO layer. This project developed a new strategy that enables MPI-IO to choose a proper file 
domain partitioning method best fit to the locking protocol used by the file system underneath. Several 
partitioning methods have been developed for various I/O patterns as well as for the Lustre and the IBM GPFS file 
systems. The primary ideas behind these partitioning methods are to align I/O requests in a way the file lock 
contention and acquisition are minimized. As MPI-IO is the de facto I/O standard for all parallel programs, the 
optimizations developed under this project have a very broad impact to benefit many researches relying on computer 
simulation. 

In the current form of MPI-IO standard, I/O interfaces are categorized into either collective or independent 
functions. Most of existing optimizations were developed for collectives as process synchronization provides 
abundant opportunities to reorganize requests for better performance. Independent functions drew less attention as 
process collaborations is hard to applied. However, independent functions are useful when data distribution among 
application processes is irregular and when process synchronization is not practical. To overcome this problem, this 
project is designing an I/O delegation layer at the bottom of the MPI-IO. The group of delegate processes is a set of 
separate MPI processes that collaborate to serves the independent requests. This layer incorporates file caching, 
request alignment and request scheduling. From the preliminary performance evaluation, independent MPI-IO under 
I/O delegation can achieve equivalent performance as collective functions. 
 

I/O software stack. 
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