
GenIDLEST (Generalized Incompressible Direct and Large Eddy Simulation of 
Turbulence) is a general purpose turbulent fluid flow and heat transfer solver 
developed by the HPCFD group at Virginia Tech’s Dept. of Mechanical 
Engineering under the direction of Professor Danesh K. Tafti.  GenIDLEST is a 
hybrid MPI/OpenMP application that has been under continual development for 
over 15 years.  The HPCFD group noticed a severe deterioration in 
performance on the SGI Altix TeraGrid resource at NCSA between 3/08 and 
8/09. The group partnered with the NCSA POINT subteam in 2009 to 
investigate and address these problems.  As a result of using POINT tools, two 
major issues (one compiler-related, one application-related) were isolated and 
resolved, resulting in a total run time improvement of approximately 9x.  To 
provide for earlier detection of future performance-related issues in 
GenIDLEST, the HPCFD group and POINT proposed and have been accepted 
as a TeraGrid AUS ASTA (Advanced Support for TeraGrid Applications) 
project in January 2010. The project will focus on incorporating POINT tools 
for performance regression testing and tracking as part of the GenIDLEST 
development process. 
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Introduction 

Parallel performance tools lie at the heart of HPC 
cyberinfrastructure providing powerful techniques 
for performance observation, analysis, and 
optimization when integrated in technology solutions 
that are portable, interoperable, and scalable. 
Transferring widely-used, robust parallel 
performance infrastructure to an integrated, 
extensible, and sustainable performance framework 
and suite of tools is an important investment for 
current and future HPC productivity.  However, this 
is as much a human-centric endeavor as it is 
technology driven.  Performance tools are necessary, 
but not sufficient.  If HPC investments are to be 
maximized, application developers must be trained to 
be good performance problem solvers and 
performance engineers. 
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Objectives 

The POINT project is integrating, hardening, and 
deploying an open, portable, robust performance 
tools environment for the NSF-funded HPC centers. 
The POINT tools suite contains: TAU, PAPI, KOJAK/
Scalasca, and PerfSuite.  The project has made 
significant enhancements in each tool to improve 
their usability and to integrate them to interoperate as 
part of a performance engineering framework for 
routine use in performance evaluation and 
optimization of science and enginerring  applications. 
A training program to educate application developers 
and students in “best practices” for engineering high-
performance code solutions, and to train them to use 
the performance tools effectively has been piloted at 
the Pittsburgh Supercomputing Center and is being 
incorporated with the TeraGrid EOT program. 

http://www.nic.uoregon.edu/point NSF SDCI Grant: OCI-0722072 Contact: malony@cs.uoregon.edu 

As an example of performance benefits from POINT engagement with petascale 
application groups, PSC has a successful collaboration with the Scheraga group 
at Cornell to improve performance of UNRES, as molecular dynamics code The 
ability to reveal not only final protein structures, but also the protein folding 
pathway through a physics-based approach sets UNRES apart from other protein 
structure prediction approaches. To access longer simulation timescales, the 
Scheraga group introduced fine-grained parallelism into UNRES, allowing each 
protein replica to be run in parallel. Performance enhancements as a result of 
POINT involvement have led to elimination of load imbalances in the code and 
up to 4x improvement in serial performance for large proteins. With new 
algorithms in place, the balance between computation and communication in 
UNRES has shifted considerably, opening up the opportunity for a new round of 
performance optimization. Using POINT tools, eliminating these bottlenecks 
will permit the Scheraga group to explore millisecond protein folding dynamics 
critical for the understanding of biological folding processes. 

Significant 
load im

balance 
O

ptim
ized 

load balance 

Tool Improvements: PAPI / PAPI-C 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POINT Performance Tools Suite 
TAU Performance System 
  University of Oregon 
  http://tau.uoregon.edu 

PAPI 
  University of Tennessee 
  http://icl.cs.utk.edu/papi 

Kojak/Scalasca 
  University of Tennessee 
  http://ics.cs.utk.edu/kojak 

The POINT project has been a leader in 
providing training materials in a 
LiveDVD package. Pre-installed with a 
Linux distribution, all the POINT tools, an 
environment configured to use them, and a 
full set of tutorial examples, the LiveDVD 
has been used at over six POINT tutorials in 
the last two years, including the SC08, SC09, 
LCI09, ICCS09, and TeraGrid09  conferences. 

POINT LiveDVD 

Component PAPI, released on January 19, 2010 is the next 
generation of the Performance Application Programming 
Interface that has been the de facto standard for nearly a 
decade in providing an easy to use, common API to 
application and tool developers to supply them with the 
information they may need to analyze, model and tune their 
software on a wide range of different platforms. 

The figure above shows simultaneous measurement of fan speeds and CPU 
temperature on a 4 core Intel Nehalem using the lm-sensors component of 
Component PAPI. 

PAPI has provided access to performance monitoring 
hardware found on cpus. Now Component PAPI can also 
provide access through the same programming interface to 
performance counters elsewhere in the system, such as 
network switches, memory interfaces, system health 
monitors, and even remote mass storage systems. 

The figures above show two nodes 
of an eight node run of the HPCC 
High Performance Linpack 
Benchmark on a 64-node Opteron 
cluster. Simultaneous measurements 
of temperature, floating point 
operations and communication 
sends and receives were taken with 
Component PAPI. 


