
 
SDCI NMI Improvement: OPeNDAP and NetCDF Integration 

 
The integration of OPeNDAP and NetCDF began over a decade ago as part of the Distributed 
Oceanographic Data System. The software, originally implemented as a ‘client-library,’ cloned 
the functionality of Unidata’s NetCDF 2.x API and enabled many existing programs to read from 
the data system’s servers. Over time, the client-library became arguably the most successful client 
for the system.  
 
The gist of this project is to merge the client-library software originally developed for the 
Distributed Oceanographic Data System with the current netCDF library software. The client-
library effectively forked the existing open-source netCDF library effort and merging our code 
back in will enable both OPeNDAP and Unidata to focus our collective efforts one library. We 
found that running the netCDF library and OPeNDAP /NetCDF client-library projects in parallel 
was sensible at first, even though there was some duplication of effort, because doing so shielded 
the netCDF library project from the changes needed to support a completely new kind of data 
store. However, once the client-library became successful, OPeNDAP had to track changes in the 
Unidata library software on an issue-by-issue basis – with a library so widely used this was 
exhausting our resources. At a certain point, maintaining the client-library as a separate entity was 
no longer sustainable. By reintegrating the client-library functionality into the original code base 
we eliminated this issue entirely. 
 
What makes the OPeNDAP/NetCDF Client-library Unique? 
 
When the Distributed Oceanographic Data System work started we were had a requirement that 
users be able to access remote data with ‘familiar’ analysis applications. Effectively, the users 
already had software and they expected that software to directly access our data servers, even 
though those applications were developed prior to our system and without any thought regarding 
distributed data systems. Because the system was also tasked with providing access to a very 
heterogeneous pool of data – diverse data types and storage formats – we chose to base the 
system on an access protocol with a data model that subsumed the data models of the set of 
formats known at the time we began development. The OPeNDAP/NetCDF client-library read 
data using this protocol but behaved as though it is reading from a local netCDF file. In fact, the 
client-library matches both the behavior and the link-time image of the original library so closely 
that it functions as a drop-in replacement. This enables any application that can read data from 
local netCDF files to also read data from OPeNDAP servers, with the sole price to pay being that 
the application must be linked to our client-library version instead of the original version 
developed by Unidata.  
 
The client-library was successful enough to satisfy the general requirement that end users be able 
to read data from our servers using existing applications. It also had a secondary effect that may 
have been more important. Our ‘users’ became divided into two distinct groups: End users, who 
accessed data and developers who wrote applications using, among other things, the netCDF API.  
Because the pool of developer-users was much smaller, it was far easier to focus on their wants 
and needs than those of a very large and diverse population of end users. Because our developer-
users were very focused on their distinct user populations, their applications formed a diverse 
group of client applications, each with a well-understood group of users. The client-library 
enabled our project to make direct use of the years of work, community building and knowledge 
that our developer-users had put into their individual applications. 
 



New Capabilities 
 
When addressing the merger of the two projects’ software, we decided to use the opportunity to 
write a new implementation of the Data Access Protocol (DAP), the access and data model that 
the data system is built on. We knew that to merge the client-library software meant replacing it’s 
C++ code with C, an important ‘feature change’ for our developer-users because linking older 
code (e.g., Fortran) with C++ is complicated. Many of the applications are available as source 
code and are compiled by the end users and the more complicated linking process stretched their 
technical limits. The C DAP implementation eliminated the complex linking process. 
Implementing DAP in C was critical for the reintegration effort as well, because the Unidata code 
base was essentially completely C-based. 
 
During the intervening time between when the client-library was initially written and when we 
started this project, both DAP and netCDF underwent some significant evolution. In effect, as the 
two projects had progressed independently (but not unaware) of each other, users had placed 
demands on them, which increased the work needed for the client-library to track its parent. This 
project provides a crucial opportunity to update the software with respect to changes in both the 
netCDF library and DAP. 
  
 


