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Applications and experiments in all areas of science are becoming increasingly 
complex and more demanding in terms of their computational and data requirements. 
Some applications generate data volumes reaching hundreds of terabytes and even 
petabytes. Sharing, disseminating, and analyzing these petascale data sets becomes a 
big challenge especially when distributed resources are used.   

The traditional distributed computing systems closely couple data placement and 
computation. They consider data resources as second class entities, and access to data 
as a side effect of computation. This makes the remote access and retrieval of data 
the main bottleneck in the end-to-end performance, reliability and automation of 
large-scale data-intensive and dynamic data-driven applications.  

The NSF-funded Stork Data Scheduler project aims to mitigate the end-to-end data 
handling bottleneck in petascale distributed computing systems and make it available 
for a wide range of user community as a production quality software. 

Stork focuses on planning, scheduling, monitoring and management of data 
placement tasks and application-level end-to-end optimization of networked I/O for 
petascale distributed applications. Unlike existing approaches, it treats data resources 
and the tasks related to data access and movement as first class entities just like 
computational resources and compute tasks. It provides a level of abstraction 
between the user applications and the underlying data transfer and storage resources. 

Stork is considered one of the very first examples of data placement scheduling and 
optimization tools and it has been very actively used in many application areas 
including coastal hazard prediction (SCOOP), reservoir uncertainty analysis 
(UCoMS), digital sky imaging (DPOSS), educational video processing (WCER), 
numerical relativity (NumRel), and multiscale computational fluid dynamics 
(MSCFD). 

Stork 1.0 was released in December 2008, and available for download from the 
project web page (http://www.storkproject.org).  Future releases of Stork will include 
enhanced functionalities, such as:  

• Data aggregation and caching for improved performance 
• Early error detection, classification, and recovery for improved reliability 
• Job delegation and distributed data scheduling for increased capability 
• Integration with workflow planning and management for end-to-end data-

flow automation 
• Optimal protocol tuning, and end-to-end performance prediction services for 

best utilization of available network capacity. 
 

For more information on Stork, please contact Dr. Tevfik Kosar at kosar@lsu.edu 
 


