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Motivation: Modern high-end computing (HEC) systems, capable of delivering petaflop performance,
are allowing scientists and engineers to tackle grand challenge problems and make significant contributions
within their fields. The design and deployment of such ultra-scale HEC systems is being fueled by the
increasing use of multi-core/many-core architectures and commodity networking technology like InfiniBand.
As a recent example, the TACC Ranger system was deployed with a total of 62,976 cores using a fat-tree
InfiniBand interconnect to provide a peak performance of 579 TFlops.

The vast majority of traditional HEC applications and current petascale applications are written using
the Message Passing Interface (MPI) programming model. By necessity, large-scale systems that support
MPI are built using hierarchical topologies (multiple levels involving intra-socket, intra-node, intra-blade,
intra-rack, and multi-stages within a high-speed switch). Current generation MPI libraries do not take into
account these various levels for optimizing communications (either point-to-point or collective). Similarly,
resource management schedulers are often unaware of the underlying interconnect topology and schedule
MPI jobs spanning multiple levels of the system. Consequently, this leads to non-optimal performance and
scalability for many applications.

Vision: Modern networks (like InfiniBand and 10GigE) are capable of providing topology, routing and also
network status information at run-time. This leads to the following broad challenge: Can the next generation
petascale systems provide topology-aware MPI communication, mapping and scheduling which can improve
performance and scalability for a range of applications?

This challenge leads to the following research questions: 1) What are the topology-aware communica-
tion and scheduling requirements of petascale applications? 2) How to design a network topology and state
management framework with static and dynamic network information? 3) How to design topology-aware
point-to-point and collective communication schemes (such as broadcast, all-to-all, all-reduce) in an MPI
library? 4) How to design topology-aware task mapping and scheduling schemes? and 5) How to define and
design a flexible topology information interface?
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Approach: A synergis-
tic and comprehensive re-
search plan, involving com-
puter scientists from The Ohio
State University (OSU) and
computational scientists from
the Texas Advanced Com-
puting Center (TACC) and
The Univ. of Calif., San
Diego, San Diego Supercom-
puter Center (SDSC), is pro-
posed to address the above
challenges. The figure on the
right illustrates our proposed
research framework. The re-
search will be driven by a
set of applications (PSDNS,
UCSDH3D, AWM-Olsen and
MPCUGLES), from estab-
lished NSF computational science researchers, in the fields of CFD, engineering, geoscience, and space
physics, who are runinng large scale simulations on the Ranger system and other NSF HPC systems.


