
QBETS: A service for automatic prediction of batch queue delays

High performance computing (HPC) resources are typically managed using space sharing,
a scheduling strategy in which each job is allocated a dedicated set of processors for the
duration of its execution. To gain exclusive access to a set of processors, user jobs are run
in batch mode, i.e. they are submitted to a batch scheduler as an execution script that is
held in a queue until a sufficient number of processors become available. However, because
HPC systems tend to be over committed, and also because scheduling priorities are complex
and dynamically changing, user jobs often experience highly variable queuing delays. Users
may wait a long time -- considerably longer than the job’s eventual execution time -- for a
job to begin executing. Without the ability to predict queue waiting time, however, users
cannot plan reliably to have results by a specific point in time. In Figure 1, we illustrate the
magnitude of the problem by showing observed job wait times over a one month (January
2008) period on the UC Teragrid system (Argonne). The figure shows that job delay times
varied from 1 to 10,000,000 seconds, leading to a situation where job completion times were
difficult to predict.

The QBETS (Queue Bounds Estimation from Time Series) system provides automatic
bound predictions, with quantitative confidence levels, on the amount of time an individual
job will wait in queue before it begins execution. QBETS is available to the user commu-
nity at large as an on-line service (http://spinner.cs.ucsb.edu/batchq/), on the UNIX
commandline, and programmatically via a C API. At peak the QBETS system supported
30 HPC resources, including core TeraGrid machines and other production systems around
the globe. It serviced approximately 2000 unique requests per day.
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Figure 1: Variability in batch queue delay

QBETS consists of three interacting but
essentially independent components: a per-
centile estimator, a change-point detector,
and a clustering procedure. At a high level,
clustering is used to identify jobs of simi-
lar characteristics. Within each cluster, job
submissions are treated as a time series and
the change-point detector delineates peri-
ods of stationarity. The percentile estimator
computes a quantile that serves as a bound
on future wait time, based only on history
from the most recent stationary region in
each cluster. All three components have
been implemented efficiently so that on-line,
real-time predictions are possible. Thus, for
each job submission, our method can generate a predicted bound on its delay using a sta-
tionary history of previous jobs having similar quantitative characteristics. In addition, our
method automatically incorporates new information by adjusting its clustering and change-
point estimates in response the availability of incoming data.


