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Overview

SPADE is developing filesystem support to transparently generate and cer-
tify distributed data provenance, and a corresponding tool to validate it.
The system’s ability to provide assurances must scale despite the fact that
provenance metadata (a) requires exponentially increasing space, (b) is
generated in multiple administrative domains, and (c) must be verifiably
ordered in the absence of certified, global, synchronized timestamps.

Provenance Collection

The granularity at which we track the provenance of a data object affects
the overhead that will be introduced in the system. Since persistent data
is managed at file granularity, a reasonable compromise on the level of
abstraction at which to track data lineage is to define it in terms of files
read and written.
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Owner

SPADE maintains a record for each process that accesses the filesystem,
and for each data flow (read or write) between the filesystem and a process.
Process Table

+-----------+--------------+

| Field | Type |

+-----------+--------------+

| LPID | int(11) |

| Host | varchar(256) |

| IP | char(16) |

| Time | datetime |

| PID | int(11) |

| PID_Name | varchar(256) |

| PPID | int(11) |

| PPID_Name | varchar(256) |

| UID | int(11) |

| UID_Name | char(32) |

| GID | int(11) |

| GID_Name | char(32) |

| CmdLine | varchar(256) |

| Environ | text |

+-----------+--------------+

File Table

+------------+--------------+

| Field | Type |

+------------+--------------+

| LFID | int(11) |

| Host | varchar(256) |

| IP | char(16) |

| FileName | varchar(256) |

| Time | datetime |

| NewTime | datetime |

| RdWt | int(11) |

| LPID | int(11) |

| Hash | varchar(256) |

| Signature | varchar(256) |

| SourceLFID | int(11) |

+------------+--------------+

User-Space Filesystem Auditing

FUSE achieves performance comparable to in-kernel filesystems when
large, sustained I/O transfers are performed. Surprisingly, FUSE obtains a
higher sustained throughput than the native filesystem when small sequen-
tial reads are performed using 2.6 series Linux kernels (due to read-ahead
caching).
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Decentralized Certification Approach

SPADE lets data consumers check files against cryptographic commit-
ments from data producers. As long as there is at least one trusted user
in the file’s lineage graph, tampering with the provenance metadata is
detectable.
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Distributed Provenance

Previously, verifying the lineage of file I in the below example would re-
quire lookups (shown with red dotted arrows) of public keys from servers
in domains 1, 2, 3, 4, 5 and 6. This would slow the verification down.
SPADE speeds this up with eager signature verification using identity-
based signatures that can be verified in parallel offline.

VERIFY_LINEAGE(File I)
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Decreased Metadata Storage Overhead

If the details of a lineage operation are stored only at the host where it
occurs, the metadata for an object must then include pointers to the host
from where the details can be retrieved, along with a cryptographic witness
that ensures that the details cannot be altered in the interim. However,
this requires every host responsible for a vertex in an object’s lineage graph
to be accessible online at the time of verification, reducing the likelihood
of completing the algorithm.

Algorithm : CheckLineage(D)

{E, S, O, I1, . . . , In} ← GetRoot(D)
Output(E)
PE ← PkiLookup(E)
if I1, . . . , In = {}

then

Result← Verify(PE, S, E,O)
if Result = False

then CheckFailed

else


Result← Verify(PE, S, E,O|I1| . . . |In)
if Result = True

then

{
for i← 1 to n

do CheckLineage(Ii) ←− Reliability drops
else CheckFailed

Principled Provenance Replication

SPADE’s Bonsai protocol optimizes the choice of where to replicate the
metadata by propagating it along with the data and pruning the lineage
graph at the point where the replication goal has been met. Instead of
replicating the lineage metadata at the time it is generated, at which point
it would have to be replicated at a random set of nodes, its delays the
propagation until we know where it is likely to be used to answer queries.
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Increased Verification Reliability

As the number of cached lineage levels rises, the verification reliability in-
creases significantly because there are more remote copies of the metadata,
allowing the verification operation to complete even if the original node is
unreachable.

Faster Verified Queries

Lazy trust establishment only verifies signatures as needed (rather than
checking the entire lineage graph’s veracity before performing queries).
This saves time by avoiding signature checks on the portion of the lineage
graph that are not part of the query (that is, outside the red dashed box
if the query was about the linked library).
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A decisional lineage query about two files A and B returns one of three
responses: that A is an ancestor of B, that A is a descendant of B, or that
neither relationship is true.
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When SPADE’s Mendel protocol uses decisional lineage to speedup
lazy trust establishment, the performance gain over the baseline verifica-
tion scheme is dramatic.
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