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Pegasus WMS is a workflow management system designed to manage the execution of complex analysis 
on distributed resources. Pegasus allows users to express workflows in a portable way, independent of 
underlying execution resources. Thus, the same workflow can be potentially executed on a workstation, 
campus cluster, grid, clouds, or across these heterogeneous platforms.  The abstract workflows are also 
easily shared with colleagues. Pegasus automated data management within the workflow.  

To support the separation between the workflow description and the execution environment, Pegasus 
performs five primary refinement steps: 1) the "Reduction" step eliminates steps when intermediate data 
products have already been generated in another experiment or can be reused, 2) the "Site selection" step 
chooses a set of execution sites for the execution of tasks, 3) "Data staging" selects sources of input data 
for deployment after consulting a data registry and then adds nodes to the workflow to stage this data in 
or out of specific sites. Pegasus also adds nodes to transfer output data back to the storage sites. 4) The 
"Registration" step adds registration nodes to the workflow to register final and intermediate data 
products in a data registry. Registration enables workflow-level check-pointing in case of failures and 
allows users to find data at a later date, 5) The "Clustering" step wraps workflow nodes together so that a 
an execution site can handle them as one in order to minimize wide area transfers (sending tasks over the 
network) and to reduce load on the remote job managers. 

The execution of the workflow is handled by Condor DAGMan—the execution engine of PegasusWMS. 
PegasusWMS recovers from failures when possible by retrying tasks, retrying the overall workflows, 
providing workflow-level checkpointing, re-mapping portions of the workflow, trying alternative data 
sources for staging data, providing a rescue-DAG when all else fails.  

Pegasus allows to keep track of what has been done (provenance) including data used, produced and 
which software was used with what parameters.    
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Pegasus can handle 1 to 106 computational tasks. It also provides salable data management by transferring 
data remotely without downloading to workflow submission point.  

The largest workflows run by Pegasus are those run by the Southern California Earthquake Center 
(SCEC) project.  In the Spring of 2009, SCEC ran 223 CyberShake workflows on the TeraGrid, and USC 
Resources. Each workflow contained approximately 840,000 individual tasks. Each workflow ran on 
approximately 800 cores and took approximately 5 hours. Overall 1,207 wall clock hrs of computation 
were performed on 4,420 cores on average. 189 million tasks were run in the post processing workflows, 
and resulted in a rate of 43 tasks/sec. The tasks were automatically clustered by PegasusWMS and 
resulted in 3.8 million Condor jobs. Corral was used to provision Ranger resources and used 3,952 
Condor Glideins to acquire the resources. The total output generated by the workflows wa 189 million 
files, and corresponded to 11 TB of output files and 165 TB of intermediate data. 

 

SCEC CyberShake Running on the NSF TeraGrid. 

Pegasus is being used today in a number of disciplines including astronomy, bioinformatics, climate 
modeling, earthquake science, physics, and others. 
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