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Physical sciences such as the earth, oceanographic, environmental, and atmospheric sciences 
utilize large amounts of observational data and computational resources to run sophisticated 
numerical models, mine data, and visualize. The digital data products produced in the course of 
research advance the scholarly research and contribute to addressing pressing societal and 
environmental problems. For data to be shared and reused broadly, the scientist wanting to 
use the data must have sufficient information at hand to form a sense of trust and quality 
about the data.  Our research focuses on collecting provenance about science data as 
“close” to the generation source as possible and doing so in an automated way such that 
the manual user descriptive task can be reduced to tagging.   

A key challenge in provenance collection is the mechanism by which provenance information is 
collected. A model conceptualizing instrumentation is shown below. Provenance collection 
through “User annotation” is a human data entry activity where users enter textual annotations.  
So as to make the entry more uniform, the scientist might be prompted with a formatted data 
entry web page. It is however widely understood that user-entered metadata is often incomplete 
and inconsistent. This approach imposes a low burden on the application, but a high burden on 
the humans responsible for annotation.  The implication is that error rates of the provenance are 
high. 
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Alternately, a provenance tool could provide its own instrumentation library or routines that are 
then inserted into an application to collect provenance.  This “full provenance instrumentation” 
approach allows for far better completeness and consistency of the resulting provenance, but can 
impose fairly substantial performance overhead on the application and on the programmer who 
must add calls invoking the provenance library to his/her application. In the middle is something 
we refer to informally as “scavenging”.  Here collection is done by means of piggybacking onto 
existing collection mechanisms, such as a logging tool or an auditing tool.  

Provenance Instrumentation with Axis2 Handlers. We explore Axis2 handlers as a form of 
instrumentation through scavenging. Apache Axis2 is a successor to the widely used Axis 1.x 
web services engine.  Axis2 supports SOAP 1.1, 1.2 and REST. Handlers in Axis are stateless. 
They have read and write access permissions to a MessageContext (MC) and to an incoming 
SOAP message. The MC keeps incoming and/or outgoing messages and other required 
parameters. The primary advantage of using Axis2 handlers for instrumentation is the significantly 
reduced burden it places on the application coder; collection can be done at the message passing 
level, relieving the coder of having to instrument their code. Moreover, the same Axis2 handler 
can be used to instrument multiple web services deployed in the single container, thus reducing 
the complexity.  The Axis2 handler as is implemented in the first version collects provenance for 
service and message passing activities. It showed limitations, however, in collecting information 
about data artifacts.  This is because the Axis2 handler only touches the message header and 
discerning DataConsumed and DataProduced activity from the header alone is not possible. 
There are a couple of options that we will explore to expand the collection capabilities of the 
handlers.  First, are there application-independent ways to data mine the body of the SOAP 
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message? Second, does access to the MessageContext and its history gathering properties open 
opportunities?  The anticipated release date for Karma v3.0 is early Spring 2010. 

Gigabyte Provenance Database.  We built a workflow emulator called WORKEM 
(Ramakrishnan CCGrid2010) that executes BPEL-based workflow scripts and through service 
emulation, generates pseudo-realistic notification information.  It implements a failure model that 
randomly distributes multiple kinds of failures across the workflows.  We are using WORKEM to 
create a multi-gigabyte database of provenance information.   Using the failure model in the 
emulator, we generate realistic representations of the provenance data. The emulator enables us 
to create a controlled execution environment and use a minimal set of components to generate 
data that then is useful in design and testing of tools related to provenance collection and 
analysis. WORKEM will be available for download soon.  The Gigabyte provenance database will 
be made available soon as well.	  


