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This SDCI project is concerned with making the Uintah software that was developed as the result of a
decade’s worth of DoE-funded work at Utah, suitable for general use on the large parallel machines on the
Teragrid. The Uintah software is a complex and sophisticated Adaptive Mesh Refinement (AMR) fluid-
structure interaction solver that uses novel task-graph-based asynchronous parallel techniques to make both
the fluid-flow solver and the fluid-structure solver scale to large numbers of cores. The project’s aims are to:

1. Create the documentation needed to distribute Uintah to a wide audience that needs to model fluid-
structure interactions with large deformations.

2. Demonstrate scalability of Uintah on Petascale architectures for real-world engineering problems,
through adaptive and dynamic use of Uintah’s task graph methodology (e.g. for AMR methods).

3. Solve a large PetaApps problem involving a chain-reaction-like process of sympathetic explosions.
4. Solve a challenging microscale heat transfer problem related to cooling CPUs.

The underlying methods inside Uintah are a combination of standard fluid-flow methods and material point
(particle) methods. The basis of the multi-material CFD formulation used in Uintah is the ICE (for Im-
plicit, Continuous-fluid, Eulerian) method. The Material Point Method (MPM) particle method is used in
Uintah to evolve the motion of the solid materials. MPM is a powerful technique for applications involving
complex geometries, large deformations and fracture. The heart of Uintah is a sophisticated computational
framework that can integrate multiple simulation components, analyze the dependencies and communication
patterns between them, and efficiently execute the resulting multi-physics simulation. The design of Uintah
builds on an abstract directed-acyclic task-graph of parallel computation and communication to express data
dependencies between multiple physics components. A scheduler component in Uintah sets up MPI commu-
nication for data dependencies and then executes the tasks that have been assigned to it. A timing-based load
balancer component is responsible for assigning each task to a core. The task-graph allows Uintah to ana-
lyze the structure of the computation to automatically enable load-balancing, data communication, parallel
I/O, and checkpoint/restart. This underlying architecture of Uintah is uniquely suited to many modern HPC
platforms. Uintah has also been used on many different computational modeling projects and has proved its
worth on many projects involving large deformations including stage-separation in rockets, the biomechanics
of microvessels, the effects of wounding on heart tissue, the properties of foam under large deformation, and
the evolution of transportation fuel fires.

Uintah Software Achievements and Dissemination As required by NSF, the NMI Build and Test System
(http://nmi.cs.wisc.edu) was used to build the Uintah software on several of the common operating systems.
The Uintah project also uses a continuous integration testing buildbot (http://buildbot.net/trac) to constantly
build and regression test every source code modification checked into the subversion respository. The two
testing systems ensure that Uintah builds on a variety of different OS versions and that Uintah will always
compile and any regressions are immediately discovered and resolved. The new Uintah release is available
for download at www.uintah.utah.edu under the Download link. The Uintah User and installation guides are
found at (http://www.uintah.utah.edu/trac/wiki/Documentation).

Scalability Analysis of AMR and self-tuning The challenge of scaling general purpose codes such as
Uintah to large numbers of processors is considerably more difficult than for more specialized codes. Uin-
tah’s task-graph structure of the computation, does make it possible to improve scalability through adaptive
self-tuning while the changing nature of the task-graph from adaptive mesh refinement poses extra chal-
lenges for scalability. Recent improvements to Uintah’s regridder and load balancer have led to a substantial
increases in the scalability of AMR. The implementation and testing of these new methods has led to show
strong and weak scalability up to 98,304 cores on Kraken for ICE as seen in Figure 1 (left). The calculation
used for scaling was a two material compressible Navier Stokes calculation with prescribed velocity at the
inflow boundaries.
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Figure 1: Strong and weak scalability up to 98k cores of ICE AMR (left) and run time improvements using
dynamic task graphs (right).

Dynamic Graph-based Scheduling. A key feature of moving towards scalability on 100k+ cores is to en-
sure that the Uintah Scheduler properly orders execution of its task graph. The new Uintah dynamic scheduler
now changes the task order during the executions to overlap communication and computation. Much work
has also been done on out-of-order execution of tasks, which has produced a significant performance benefit
in lowering both the MPI wait time and the overall runtime. The component timing results in Figure 1 show
that our new dynamic scheduler significantly improved the overall runtime on a serial of different size AMR
ICE problems which running with up to 16k processors.

NSF Application: Microscale Fluid Structure Interaction in the Slip Flow Regime NSF project ,
0933574 start date 07/099, led by our Utah colleagues , Profs T.Ameel Prof T. Harman, starts from the
viewpoint that fluid-structure-interaction (FSI) effects are significant for any microscale system in which the
thermal-fluid and structural dynamics are coupled, and consequently cannot be considered independently.
There are many microsystems that operate with FSI effects, and as microfabrication technologies utilize
more flexible materials FSI effects will become even more significant. The proposed research is developing
new methods for the design and analysis of novel micro- and nano-systems, with a target scenario of the
examination of the heat flux from array of microscale flexible pin fins (µFPF) placed in a cross flow. This
configuration is interesting for its potential practical applications in CPU cooling.

NSF PetaApps: Petascale simulation of sympathetic explosions. NSF project, 0933574 start date 09/09,
PI Berzins coPIs Wight and Harman, aims to develop a science-based computational model of the deflagration-
to-detonation transition (DDT) in high explosives. This transition from slow thermally activated combustion
to fast pressure-driven detonation accounts for the majority of violent explosions in transportation accidents
and is therefore an essential component of petascale simulations to enhance transportation safety. We will be
performing simulations to examine DDT behavior in large arrays of explosives, initially in 2D scoping runs
and then extending to 3D in production runs with multiple exploding containers on 100k cores, if possible.

Example Publications and Results( see www.sci.utah.edu)
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