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LARGE-SCALE SIMULATIONS WITH THE
CACTUS FRAMEWORK
ASTROPHYSICAL MODELLING
Realistic simulations of strongly-gravitating systems constitute one of the most complex computational challenges in
scientific modelling today. Involving mechanisms from the
most disparate areas of physics, such as general relativity, fluid and radiation dynamics, and particle physics, these systems contain a large number of degrees of
freedom that couple to each other as they evolve in time.
Correct and efficient simulations of these systems require an
infrastructure for fast code generation, scalable concurrent execution and agile debugging. For over a decade,
the Cactus framework has provided some of these features
to hundreds of scientists worldwide; most notably, Cactusbased codes have enlightened several important areas of
Einstein’s theory of general relativity, ranging from black hole
perturbation theory to gravitational wave emission. Gravitational wave templates produced in these simulations are currently contributing to the experimental efforts for the detection of gravitational waves by ground-based interferometers,
such as LIGO, VIRGO, GEO and TAMA.
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The webserver is implemented as a thorn HTTPS in Cactus.
When the simulation starts, it forks off a separate process,
handling secure HTTP requests on a root node. To connect
to a remote simulation, the user needs an SSH tunnel to the
root node, according to the following scheme:
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The HTTPS thorn is equipped with X.509 authorization,
which protects the simulation from non-authorized access.
The webserver has two classes of access: privileged users,
with ability to control the simulation, and regular users, with
view-only access. The web interface, provided by the thorn
HTTPS, contains simulation statistics, information about active thorns and variables, and a parameter-steering page.
Derived thorn HTTPSDebug extends HTTPS to visualize the
Cactus rule-based schedule tree. When the application is
paused, this page shows the current execution point, and
the user can single-step through individual functions, set
breakpoints and steer the parameters. Another derived implementation is the thorn Visualisation, which offers gnuplot capabilities for 1D and 2D plotting of the variables.

Control
VisIt’s viewer

Rendering

Control

Running simulations on many processors may introduce not
only hardware- or MPI-related problems, but also more subtle logical or algorithmic errors, resulting from scaling of complex high-level interactions between different components of
the application. This kind of problems is difficult to address
by means of existing external low-level parallel debuggers,
because these debuggers are not aware of the implicit
high-level application structure. Another problem with
external debuggers is that application needs to be compiled
with debugging flags included, and optimizations reduced or
dropped. This alters the application itself, and in parallel environment can lead to completely different behavior.
Such errors need to be addressed at the algorithmic level.
The goal of the Alpaca project is to offer an approach based
on embedding interactive components into the application. These debugging tools can then access and modify
the simulation data at runtime, as well as control the execution flow at the level of individual algorithmic steps.
For scientific computations, where data size can be significant, I/O has grown to be one of the major bottlenecks in
this process, as the relative speed of disk access with respect to CPU operations has been consistently decreasing
over time. This problem affects, in particular, the user’s ability
to assess and pursue code correctness within reasonable
time scales.
One approach to debugging developed within Alpaca include
HTTPS, which provides the simulation with a secure mini
webserver, which supports X.509 certificate authorization.
Such a tool allows to seamlessly access the internals of a
running application and present information in a customizable and integrated form. If also offers flexible control over the
running application, i.e. pausing/resuming the simulation and
changing its parameters on-the-fly.
Another approach to resolve the latency issue is to visualize
the simulation data resident in memory, process it on
the remote machine and finally dispatch the rendered image
off to the user’s viewer. A number of mainstream visualization
packages such as VisIt have begun providing libraries that
can be linked to simulation codes, thereby exposing the data
to the visualization package. Within the Alpaca project, we
have developed a framework mechanism for linking VisIt’s
Simulation Library to an executable, thereby endowing simulation codes with the capability to act as VisIt engines, processing data and communicating with a viewer. The user can
then use VisIt’s standard tools to examine the data, sidestepping the need to write them to a file.
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PROBLEM SIZE
Simulating the gravitational field of two inspiralling compact
objects entails resolving scales that can be over five orders of
magnitude apart, as the required domain size is usually several thousands of times the size of the black hole region, and
the black hole region needs several tens of points in order to
be sufficiently resolved. Adding other physical components
to the picture increases the computational complexity by one
or two orders of magnitude, requiring a parallel size of several tens of thousands on present-generation supercomputers.

VisIt’s design involves the separation between the compute
engine, deputed to reading and rendering data, and the
viewer, representing the interface to the user. VisIt’s Simulation Library libsim endows any C or Fortran code with the
functionalities of a compute engine, capable of passing fully
rendered images of its own data back to the viewer. In Cactus, the wrapper thorn RuntimeVisIt is responsible for
scheduling a listening function after each time-step (or, optionally, after each function call), and, if necessary, processing
the engine’s requests.
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A SAMPLE SESSION
STEP 1: START THE SIMULATION AND LAUNCH VISIT
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STEP 2: CONNECT TO THE SIMULATION
STEP 2: PAUSE THE SIMULATION

At startup, a file containing the simulation’s details is output;
opening this file, VisIt can connect to the running simulation.

STEP 3: MAKE 1D OR 2D PLOTS
OF VARIABLES

STEP 3: MONITOR AND STEER THE EXECUTION
Once the connection is established, the Plots menu will show
a list of the Cactus grid functions residing in memory. VisIt also provides a Simulations window for controlling the evolution of these variables.

STEP 4: STEER THE SIMULATION’S
PARAMETERS

STEP 5: VISUALIZE THE SCHEDULE
TREE AND SINGLE-STEP THROUGH IT

