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ABSTRACT
Scientific workflows provide a portable representation for scientific applications’ coordinated input, output, and execution management for highly parallel executions of interdependent computations, as well as support for sharing and
validating the results. As scientific workflows scale to hundreds of thousands of distinct tasks, failures due to software
and hardware faults become increasingly common. Realtime execution monitoring provides a foundation for improving the transparency and resilience of the workflows in the
face of stochastic and systematic faults. Building on previous work on early detection of these failure scenarios, we
describe methods for guiding remediation to stochastic errors through predictions of the impact on application performance. To complement this analysis, we also describe
techniques for isolating systematic sources of failures. We
evaluate our methods on a representative sample of large
real-world workflows.

1.

INTRODUCTION

Computational science is widely acknowledged, along with
experiment and theory, as one of the three pillars of the modern scientific method. Although computational power has
increased at a stunning rate over the last 50 years, demand
for this power has kept pace and, as a result, many important scientific simulations take hours or days to converge
on a meaningful result. The time-to-solution of these computer simulations has become an important limiting factor
to the pace of scientific progress. In this paper, we describe
two complementary methodologies – failure detection and
job failure localization – for reducing the time to solution of
one class of scientific simulations. This class includes codes
that can run at high parallelism with minimal communication between parallel entities. Examples of these codes are
earthquake simulation parameter sweeps, supernovae detection in telescope images, genomics data mining and others. We evaluate the effectiveness of these methodologies on
a representative set of traces from production application

Permission to make digital or hard copies of all or part of this work for
personal or classroom use is granted without fee provided that copies are
not made or distributed for profit or commercial advantage and that copies
bear this notice and the full citation on the first page. To copy otherwise, to
republish, to post on servers or to redistribute to lists, requires prior specific
permission and/or a fee.
Copyright 20XX ACM X-XXXXX-XX-X/XX/XX ...$10.00.

runs.
Our methodology leverages the representation of these scientific computations as workflows. Scientific workflows provide a representation of complex simulations composed of
many heterogeneous models. Workflow middleware supports
secure, reliable execution of these models across distributed
resources such as campus resources, grids, and clouds. In addition to managing the computation and intermediate data
products, workflows automate the validation and sharing of
results.
The time to solution of scientific workflows (or, in fact,
any scientific code) depends primarily on three factors: efficiency of algorithms, efficiency of the resources executing
the algorithms, and the time required for data movement.
In this work, we focus on the second factor, and in particular on the time spent re-running portions of the algorithms
due to errors in lower levels of the software stack. In the
complex and distributed execution environments in which
these workflows run, this is by no means a trivial part of
overall execution time. In most cases misbehaving resources
can cause large, complex workflows to take many hours or
days longer than necessary to complete.
In addition to the data analysis complexity, this work is
technically challenging because, unlike in a single cluster
or enterprise resource, for distributed workflows there is no
shared local network or global filesystem to aid in collecting
and correlating the application traces and resource status
time-series data. All the data must be carefully gathered,
normalized, and placed into a more easily manipulated form
without losing the crucial associations in time, space, and
relative position in the workflow. The Synthesized Tools
for Archiving, Monitoring Performance and Enhanced Debugging (Stampede) project has been working to integrate
the NetLogger [1] monitoring methodology and the Pegasus
Workflow Management System (Pegasus-WMS) [2] to provide integrated online analysis capabilities which present all
the data relationships in a coherent and consistent form.
Using this framework, we have developed two analysis
capabilities: first, we identify workflows with high failure
probability early on in the execution so that they can be
preemptively restarted; second, we look at detailed failure
patterns to identify problematic resources that should be
avoided in subsequent runs. Together, these two capabilities provide the ability to quickly detect failures and avoid
them in the future, thus addressing a key barrier to efficiency
in distributed simulations.
Complex scientific workflows often experience failures due
to temporary or localized problems with resources. For ex-

ample, a compute node may have a bad disk, or a network
file server may be overloaded and time out. To cope with
these situations Pegasus-WMS has the ability to retry jobs
within a workflow multiple times. However, these “soft” failures may also be the symptoms of a deeper problem with the
workflow, one that will eventually cause the entire workflow
to slow down or stop. The goal of workflow failure prediction
is to automatically determine whether a given pattern of individual failures is a minor glitch or indicative of a deeper
problem.

Contribution. In our previous work [3], we have addressed
the problem of detecting failing workflows, and evaluated
the accuracy of the initial high level prediction. Here, we
present a set of statistical validation methods to quantify
the performance of workflow prediction. The measures are
applied to the same wide range of real scientific applications.
After a workflow has been identified as failing with high
statistical significance, we use this information to perform
detailed root-cause analysis on the job level. By focusing on
a failing workflow, we can use history of jobs executed by
this workflow to learn an overall job behavior and predict
job failures. We employ regression trees to classify jobs as
failed or successful based on low level features, such as job
type, delay value, or the host where this job failed. The
contents of the regression trees identify important factors
affecting job failures.
The presentation in this work starts by summarizing the
approach and the details of the STAMPEDE framework in
Section 2. We then present the workflow analysis mechanism, and prediction results for failed workflows (Section 3).
Detailed job analysis and fault localization is presented in
Section 4.

2.

BACKGROUND

This section provides an overview of the data model and
system overview, and a summary of the validation dataset.

2.1

Workflow Data Model

We have developed a data model of workflows for use
across all analyses and storage representations. In this model,
each workflow is represented by two connected sub-models:
an abstract workflow and an executable workflow. The abstract workflow describes the computations, data movement,
and dependencies in a resource-independent way. A hierarchy of abstract workflow logical “tasks” describe the computations using a logical name and logical input/output data
files.
An executable workflow is an instantiation of a workflow
for a particular set of target resources. In the executable
workflow, the logical tasks are mapped to concrete resources,
executables are specified, etc. This mapping can be complex:
logical tasks may be joined together or optimized away entirely. New concrete tasks may be added to create directories and manage data staging and registration. In PegasusWMS, multiple logical tasks can be automatically clustered
into a single executable job; clustering is often helpful in the
case where individual tasks are of short duration and may
incur comparatively high overheads during execution.
In this paper, we focus primarily on executable workflows,
which we abbreviate simply “workflows”, and their concrete
tasks, called “jobs”. A more complete terminology is described in [4].

2.2

Stampede Analysis System

The Stampede analysis system is shown in Figure 1. These
components include the workflow execution engine, log collection, and analysis. The workflow engine and execution
components are part of Pegasus-WMS, described in detail
elsewhere [2]. The log collection and analysis components
are described below. For more information, see [4, 3].
Submit host
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Figure 1: Overview of the Stampede Architecture.
The log collection component processes the logs from Condor DAGMan [5], which are staged back to the submit host
as part of job execution. System monitoring such as resource
usage and open files can be gathered with Kickstart [6].
All the input logs are normalized into a stream of semistructured log messages in the NetLogger Best Practices
(BP) [7] format by a program called pegasus-monitord. The
log messages are then sent by pegasus-monitord to either a
file, a relational archive, or a log message bus.
The Stampede relational archive normalizes the log events
into a close approximation of the attributes and relationships
of the data model described in Section 2.1. Using the Python
database library SQLAlchemy [8], events can be archived to
and retrieved from a variety of standard back-ends including
SQLite, MySQL and PostgreSQL.
The analysis components (bottom right of Figure 1) can
obtain data in two ways: they can query the database or
subscribe to a stream of log messages from the message bus.
For the archive we have developed an intermediate set of
high-level query functions. For the message bus, we use the
NetLogger BP representation directly.
To make adding new analysis codes easy, the analysis
codes are insulated from knowing the ultimate source of the
data by wrappers that deliver the data one (standardized)
object at a time. We have verified that for either data path
the performance of the analysis tools is sufficient for online
analysis [3]. This is important because the goal of this work
is to enable dynamic analysis and adjustment of running
workflows. For statistical analysis, we primarily use the R [9]
analysis environment, which has rich and and well-tested libraries of statistical and learning functions, to perform our
analyses.
Using this wide range of scientific applications, we were
able to perform accurate prediction for failing workflows.
This section presents prediction results, and two measures

for the algorithm performance.

Experimental Data

Stampede is currently used in the analyses of many scientific applications. The analysis presented here, has been performed on 1, 329 real workflow executions across six distinct
applications: Broadband, CyberShake, Epigenome, LIGO,
Montage, and Periodograms. The datasets for these applications are summarized in Table 1. A brief description of
each application follows.
Table 1: Summary of datasets for each application
Application
Broadband
CyberShake
Epigenome
LIGO
Montage
Periodograms
TOTAL

Cumulative Count for Each Application
Workflows
Jobs
Tasks
Edges
71
42,060
62,261
161,867
886
288,665
288,665
1,245,131
47
9,918
19,935
26437
26
2,116
2,116
6,203
184
74,851
1,270,718
531,663
116
95,424
2,219,071
96,296
1,329
513,034
3,862,766
2,067,597

Failure% Workflow−number

2.3

99% 029
99% 011
84% 043
79% 044
64% 026
100% 054
100% 007
93% 033
72% 041
57% 021
100% 027
100% 025
100% 024

3.

WORKFLOW FAILURE PREDICTION

Using this wide range of scientific applications, we were
able to perform accurate prediction for failing workflows.
This section presents prediction results, and two measures
for the algorithm performance.
In our previous work [3], we have developed a learning
approach to classify workflows as potential failures based
on historic data. The dataset in section 2.3 was used to
learn the high level behavior of the overall workflow run.
This learning phase utilized k-means clustering to group
similar workflows, where k was chosen as the number of

Class
genome

1
2
3

98% 053
98% 049
98% 048
97% 054
97% 052
97% 050
96% 051
57% 046
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Figure 2:
time.
Broadband [10, 11] is a computational platform used by
the Southern California Earthquake Center to simulate the
impact of of an earthquake at one of the Southern California
faultlines, to guide the building design procedures in a given
area.
CyberShake [12, 13] is designed to perform physics-based
probabilistic seismic hazard analysis calculations for geographic sites in the Southern California region. CyberShake
workflows analyze over 415, 000 rupture variations, each representing a potential earthquake.
Epigenome workflows [14] are a data processing pipeline
that performs various genome sequencing operations using
the DNA sequence data generated by the Illumina-Solexa
Genetic Analyzer system [15].
LIGO The Laser Interferometer Gravitational Wave Observatory (LIGO) is attempting to detect gravitational waves
predicted by Einstein’s theory of general relativity [16, 17].
The LIGO Inspiral Analysis Workflow is used to analyze the
data obtained from the coalescing of compact binary systems
such as binary neutron stars and black holes.
Montage was created by the NASA/IPAC Infrared Science Archive to generate custom mosaics of the sky [18].
Montage workflows re-project, rotate, and normalize levels
in the input images to form the output mosaic.
Periodograms calculate the significance of different frequencies in time-series data to identify periodic signals [19].
The periodigram application designed by IPAC (Caltech)
is being used today to search for exoplanets in the Kepler
mission’s data.

broadband

Classification of failing workflows over

clusters/classes achieving the best accuracy for the available
data. From the learning dataset, 4 distinct classes of workflows were identified for each application domain. The class
that exhibits the worst performance (highest failure rates,
and longest durations) was identified as the class of High
Failure Workflow (HFW). Figure 2 shows classification results for three application domains: Broadband, Epigenome
and Montage. The x-axis shows the normalized time for
each workflow run. Each horizontal line corresponds to a
single execution, and the color and width reflect the current
classification. Class 1 has been identified as HFW (the red
parts of the line). The performance of workflow clustering
and classification has been studies in our previous work [3],
with results on the applicability to real-time analysis. We
showed that failing workflows were detected with high precision. We can see from Figure 2, that those failing workflows
have been identified as HFW early on during their execution. In this section, we will present measures to assess the
performance of this classification.
To evaluate our clustering-based classification, we focus on
workflows that have been terminated by Pegasus, indicating
real failures. For a workflow run to be considered successful, the number of completed/successful jobs must match
the number of jobs in the original submitted workflow (the
executable workflow). From the learning set of the six investigated applications, we will focus on Broadband, Epigenome
and Montage. CyberShake and Periodograms did not have
any real failures.

3.1

Detection Efficiency

We start here by evaluating the efficiency of the detection,
which compares two durations in the lifetime of a workflow:
the time when Pegasus-WMS determines the workflow cannot make any more forward progress, and restarts it; the
time when Stampede predicts the workflow will fail. Our
goal is to classify such workflows as “failed” (HFW) much
earlier and thus save time that would have been spent simply
waiting for a workflow to fail. Currently, Pegasus-WMS uses
a combination of retries and timeouts to determine whether
to restart a workflow with the option of saving checkpoints

∆T
η
∆T
η
∆T
η

Broadband
Epigenome
Montage

Q1
82.75
0.33
76.25
0.69
222.2
0.32

Median
121
0.48
83
0.81
408.5
0.58

Q3
449.50
0.67
92.75
0.85
587.5
0.74

Max
1342
0.99
104
0.88
2014
0.84

Table 2: Performance gain after using Stampede
framework. ∆T is the time saved after applying the
classification algorithm. η is the efficiency measure.
be “saved” by restarting when Stampede detects a HFW is
often on the order of 50% as shown in Figure 4.

Table 2 shows the summary statistics for η and absolute
efficiency ∆T = Tp − Ts . For both metrics, Epigenome had
the most stable measure with a narrow spread. For Broadband and Montage, the spread is large, but the maximum
achieved efficiency is also high.
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Figure 4: Time (that would be) saved by restarting
when Stampede detects a workflow failure versus
workflow duration (until restart), grouped by application.

101.5

101

Time (minutes)

Min
59
0.2
74
0.44
34
0.11

Application

Time saved by Stampede (minutes)

for recovery. For many data-intensive applications, users do
not use checkpoints, or use them sparsely, which renders
early detection even more important for those applications.
Also, a workflow terminated by Pegasus-WMS might not
have the final state of “success”, so we identify workflows as
failed if the final number of successful jobs does not match
the number of jobs in the executable workflow.
To calculate detection efficiency, we compare two timesteps
in the lifetime of a workflow or an individual run: the time
Tp in which Pegasus has terminated the workflow, and the
time Ts at which our new Stampede framework has classified
it as potential failure or HFW.
Figure 3 shows a summary for Tp and Ts for each application. In all cases the median value (middle line) for
the Stampede summary Ts falls significantly below the 0.25
quartile (lower edge) for the Pegasus summary Tp . For
Eigenome, the distributions of Ts and Tp are disjoint (with
Ts lower), which reflects greatly improved efficiency using
our early detection mechanism.
We calculate the efficiency η for each workflow run as the
difference between Tp and Ts , relative to the Pegasus-WMS
time:
Tp − Ts
(1)
η=
Tp

Method
100.5

Pegasus
Stampede

100

10−0.5

Broadband Epigenome

Montage

Application

For very short running workflows such as the Epigenome
workflows the absolute improvement is small. But even in
this case, the relative efficiency is still high. Figure 5 shows
that this is true across applications. On the x-axis, the efficiency measure (higher is better) reflects the relative time
saving using Equation (1), while the y-axis shows the absolute duration for a workflow to be classified by Stampede as
HFW. The absence of values in the lower-left corner, where
detection time is short but efficiency would be low, shows
that high efficiency correlates strongly with quick detection
time.
In summary, Stampede detection of HFW was always
faster than waiting for the workflow to fail. For workflows
that failed quickly, the detection did not save much time but
was still efficient; for workflows that took a long time to fail,
Stampede detection was consistently much faster.

Figure 3: Comparing HFW detection time with Pegasus time to end the workflow

3.2

∆T , the difference in time between detection and restart,
reflects the time that would have been saved by using the
Stampede detection as trigger for restarting the workflow.
Note that we assume that after the initial failure, the workflow will run successfully; we did not have statistics on workflows that experienced multiple restarts so could not analyze
that situation separately. For the analyzed application mix,
it is clear that ∆T is most dramatic for the Montage application, with median(time) = 408s. But the time that would

The previous section showed that we efficiently detected
workflows which failed. Next, we evaluate whether our detection accurately identifies only workflows that will consistently fail. Put another way, how often do we identify as
“failed” a workflow that, left to its own devices, will recover
and go back to normal operations? For these experiments
we have the advantage of knowing whether the workflow
eventually fails, but in real-time operation we will not have
this information. The main objective of this assessment is
to make sure that the classification algorithm is sufficiently

Detection Accuracy

Application
Broadband
Epigenome
Montage

Time (sec)

3000

2000

Table 3: Consistency evaluation for each application.
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Figure 5: Stampede detection time versus the resulting efficiency.

1.02
1.00
0.98

Stability

Consistency
0.85
1.00
0.70

0.96

intervals after HFW detection, the percentage of failed jobs
is (significantly) greater than the percentage of successful
jobs.
For each application, we evaluate the metric on those
workflows which eventually failed. Table 3 shows the fraction of the total failed workflow runs that passed the test
with 95% confidence. This means that for Epigenome, all of
the workflows that were classified as HF had a consistently
higher number of failures than successes.
Workflows for which H0 is true have consistent failures,
which suggests that corrective action – fault localization and
analysis – should be performed to determine the source(s)
of the problem(s).

0.94
0.92

4.

0.90

Characterization of entire workflows, using offline learning
from historical data, provides a starting point for isolating
High Failure Workflows (HFW) for further investigation. In
this section, we attempt a more detailed real-time analysis
that focus on individual jobs for a particular run. After
classifying a workflow as HFW, the following analysis aims
to identify possible causes for individual job failures, and
predict job completion status for the remaining jobs.

0.2
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0.6

0.8

1.0

Efficiency

Figure 6: Classification stability with efficiency for
post-HFW stage.

accurate for real-time analysis. This is different from accuracy analysis presented in [3], where the main purpose was
evaluating the clustering algorithm on the offline dataset.
After classifying a certain run to be HFW, we calculate
whether this classification is consistent over time with a simple stability metric. For n regular time-steps over the lifetime of the workflow, the workflow class at each timestemp
c1 . . . cn is encoded as an integer with 1 meaning HFW and
higher numbers meaning fewer failures (corresponding to
classes from figure 2). Our metric for stability ζ is then
the number of times ci has changed, from one time step to
the next, after detection of a HFW (after Ts ):
(
Pn

i=2

ζ =1−

0
1

if ci = ci−1
if ci =
6 ci−1
n

(2)

The range of ζ is [ n1 . . . 1], with numbers closer to 1 indicating more stability. Figure 6 shows the relationship between
stability and efficiency for the studied applications. In most
cases, once the workflow has been classified as HFW, the
classification does not change for the entire lifetime.
Our second metric, which we call consistency, evaluates
whether runs classified as HFW continue to have high job
failure rates compared to the success rates, after the HFW
classification has been made. The metric is evaluated using
the paired t-test, at each time interval in the workflow after
HFW. The pair of variables is the cumulative percentages of
failed jobs Jf and successful jobs Js , and the null hypothesis is H0 : Jf > Js . When H0 is true, then for all time

4.1

FAULT LOCALIZATION

Job Failure Prediction

As mentioned above, we focus here on job failures only in
the most problematic workflows, i.e. HFWs. We partition
a workflow’s execution at the time where it is classified as
HFW, Ts . The time t ≤ Ts is called the pre-HFW stage
and the time t > Ts is called the post-HFW stage. Job
information from pre-HFW are used to learn a model for
job behavior to predict job failures for the post-HFW stage.
For a particular workflow, feature vectors are constructed
for all jobs during the pre-HFW stage. Those features include: job name (from the application; usually reflects the
function performed by the job), job type (from Pegasus, a
higher level categorization of jobs, e.g. compute/data transfer), user, site name (generic name for execution site), host,
delay (waiting time from submission to start of execution),
and the status of the job (success or fail). A vector of values
for these features is computed for each pre-HFW job. The
job feature vectors are then fed to a regression tree classifier
as the training set to generate a classification tree predicting
job state. A classification tree is a family of statistical techniques that partitions a training set based on feature values.
Here, we use regression techniques to form a regression tree.
For each HFW, the regression tree is constructed and used
to predict post-HFW job failures. The quality of this prediction can be evaluated by three standard metrics, precision,
recall and accuracy. For all three, values near 0 are low
quality, and values near 1 are high quality (with 1 being
“perfect”).
P recision =

TP
TP + FP

(3)

Accuracy =

TP
TP + FN

(4)

TP + TN
TP + TN + FP + FN

(5)

Table 4 shows these summary statistics for each application, computed across all HFW runs. The high values for
precision – very few false positives – means we can have high
confidence in predictions of failed jobs. This will enable the
system to trigger job restarts early, possibly on a different
resource. We also observe that for Epigenome, all metrics
are perfect. This occurs for two reasons: the number of jobs
for each run are smaller than those for Broadband and Montage, and the number of failures is almost 100%. This should
not be interpreted as model over-fitting; it is more of an indication that different scientific applications have different
overall failure characteristics. It also suggests that modeling
job behavior for each run separately is not too conservative,
as future Epigenome runs might well have a different failure
mode.

Broadband
Epigenome
Montage

Broadband
Epigenome
Montage

Min
1.00
1.00
0.91

Broadband
Epigenome
Montage

Min
0.31
1.00
0.72

Broadband
Epigenome
Montage

Min
0.48
1.00
0.80

Accuracy
Q1
Median
0.56
0.68
1.00
1.00
1.00
1.00
Precision
Q1
Median
1.00
1.00
1.00
1.00
1.00
1.00
Recall
Q1
Median
0.56
0.68
1.00
1.00
1.00
1.00
Harmonic
Q1
Median
0.72
0.81
1.00
1.00
1.00
1.00

Q3
1.00
1.00
1.00

Max
1.00
1.00
1.00

Q3
1.00
1.00
1.00

Max
1.00
1.00
1.00

Q3
1.00
1.00
1.00

Max
1.00
1.00
1.00

●

Q3
1.00
1.00
1.00

Max
1.00
1.00
1.00

The general formula for the F-score Fβ can be used to
change the relative importance of precision and recall in the
overall prediction performance:
precision × recall
(β 2 × precision) + recall

(7)

The parameter β can be interpreted as the importance of
precision relative to recall, where, e.g., β = 1 means they are
equally important and β = 0.5 means precision is 50% more
important than recall. Using the generalized F-score is of
particular interest in our case, where false positives should
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Figure 7: The F-score for decision tree performance,
using different β values.

be minimized (we should not predict a job as failing, while
it will succeed), hence precision is more important.
Another factor is the ratio between the size of the training and testing dataset. In practice, the training set may
be much smaller than the testing dataset, depending on
Ts marking the separation of pre-HFW and post-HFW. In
this case it is important to know how this will affect the
performance of the predictions. Therefore, we also evaluated Fβ for the observed values of the training set size ratio
|Datatraining |
.
|Datatesting |
Figure 7 shows Fβ for β = 1, 0.5 and various training
set ratios from the analyzed applications. It is clear that
Epigenome achieved high Fβ scores, even though the training set was small with respect to the testing set. For Montage, the value of β did not have a significant effect on the
prediction performance. The case is different for Broadband,
where the measure improves from worst case of 0.5 to 0.7
when the precision is more important.
Using regression is not the only way to partition a classification tree. We also tried a tree partitioning based on
conditional inference, and similar accuracy results were obtained for all the applications, with differences not greater
than 0.001 for precision and recall.

4.2

Table 4: Performance of regression tree prediction
for each application.

Fβ = (1 + β 2 ) ×

Epigenome
● ●

0.9

In these equations, T P , F P , T N , and F N stand for truepositive, false-positive, true-negative, and false-negative respectively. Here, “positive” means a failed job and “negative”
means a successful one; “true” and “false” refer to whether
the prediction matched the actual outcome.
We also looked at the harmonic mean (also known as the
balanced F-score) as a combined measure of precision and
recall.
precision × recall
F =2×
(6)
precision + recall

Min
0.31
1.00
0.76

Broadband
1.0 ●

Fscore

Recall =

Root-cause Determination

Regression trees can also be used for problem diagnosis.
Intuitively, the partitions identify at any point which variable is the most “important” for determining whether a job
succeeds or fails. By investigating the tree structure for preHFW, the most influential factors will appear at the top
levels of the tree. The rest of this section will illustrate the
utility of this approach with the HFW data sets.
Figure 8 shows the regression tree for one of the Broadband
executions. The root of the tree splits the samples on delay.
The leaf nodes show a bar chart of success (dark grey) versus
failures (light grey) for each branch. For this workflow run,
jobs spending more than 382 seconds waiting to execute are
likely to fail (right-most leaf). The second level on the left
branch is splitting on job name. This is an application-level
feature that can be used to identify the function of the job.
Taken together the first two levels of the tree indicate that if
the job is of type rspectra or sdsu, it is highly likely to fail.
This is of course directly useful for troubleshooting: the job
name can be checked by application scientists to investigate
application-level problems. The remaining nodes in the tree
indicate, though less strongly, that longer delays correlate
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Figure 9: Partition tree of a Broadband workflow
(id = 44).
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with failures, which might indicate a queuing problem.
Another example for a different Broadband run is shown
in Figure 9. Again, the job name is an influential factor.
For this run, rspectra is also failing (right branch of node
#2). The second level for the left subtree shows that some
hosts (60, 75, 76) have higher failure rates. Knowing that
this tree was constructed from jobs pre-HFW, those hosts
can be excluded from the system until more detailed troubleshooting is performed. For this workflow, the HFW was
identified 20 minutes before Pegasus would have otherwise
restarted the workflow. Given an average job duration of
≈ 2 minutes and 1 job at a time on this host, this means
that at most ≈ 30 jobs intended for these hosts would need
to be routed to other hosts for execution in order to “rescue”
the workflow.
In the case of Montage, some trees had only one factor
that significantly affected job failures. But this factor was
not always the same, as shown in Figures 10 and 11. The
main factor was job name for workflow 46, but for workflow
63 the host (id = 26) made the most significant contribution
on job failures. These differences inform the next steps: for
high level features such as job name, application scientists
should be consulted to give more insight, whereas system
analysis should be performed for misbehaving hosts.
Another interesting case from Broadband is shown in Figure 12. In this example, the job name is still the deciding
factor at the root of the tree, with delay on the second level.
By following the branches to the far left, we can see that
the most failures occur when (delay < 12s) and (jobname ∈
{sdsu, ucsb}). Unfortunately, a condition specifying a lower
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Figure 8: Partition tree of a Broadband workflow
(id = 43).
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bound on delay does not help real-time reactions. For this
case, jobs with delay ≥ 12s also pass the condition delay <
12s at an earlier stage in their execution.
When correlations from the regression tree are not practically useful, we can refine the analysis by searching for
the regression tree values in the detailed database archive.
This is easy to perform within the Stampede framework because all the relationships between the jobs are explicitly
preserved in the relational schema. In fact, by performing
a query like “select count of <job-status> where <jobname = value>” for this workflow, we found that job name
sdsu is in fact failing 100% of the time. For the ucsb jobs
we can gain further insight by looking at the distribution of
durations for successful and failed jobs, shown in Figure 13.
Successful ucsb jobs followed a bimodal distribution that
can be fitted easily to standard forms. The distribution of
failed ucsb job durations had strong peaks which suggest
specific failure mode(s).
Although the sequence of queries and statistics used in
this analysis may not apply to all other job and workflow
types, we believe that the general technique of mining the
database using the branches of the regression tree does provide a valuable starting point for troubleshooting.
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Figure 12: Partition tree of a Broadband workflow
(id = 26).

5.

RELATED WORK

A large number of systems have been developed for monitoring and performance analysis in grid environments [20,
21]. These systems focus on monitoring grid jobs and infrastructure, and have limited support for data relevant to
workflow applications, such as workflow dependencies, and
task clustering data.
Many workflow systems have some form of integrated monitoring capability. Visual workflow systems such as Kepler [22], Triana [23], and Taverna [24] support runtime monitoring through a graphical user interface. The SWAMP [25]
workflow system provides monitoring information through a
web interface. The monitoring features of these systems are
focused primarily on reporting, not on online performance
analysis and prediction. P-GRADE [26] is one notable ex-
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JOB_FAILURE
JOB_SUCCESS

0.3
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ception that supports integrated performance analysis and
debugging. Our focus is on a decoupled interface that allows
both export and import of performance information, e.g., to
and from perfSONAR [27].
Several workflow systems have been integrated with external monitoring tools and middleware. A few different
monitoring and analysis tools have been developed for the
ASKALON system [28], including an online, service-oriented
system based on SCALEA-G [29, 30], and the Perftool system [31], which provides a graphical user interface for inspecting and analyzing the ASKALON logging database at
runtime. Kepler has been used with the MidMon monitoring system [32]. Our approach captures more details about
workflow execution than these previous systems and has
been used successfully with larger workflows.
In addition to performance analysis and debugging, the
information collected by Stampede could be used to answer
provenance queries regarding the origin and history of data
items. Provenance is focused on tracing the lineage of data
in order to support repeatability and ensure data quality in
scientific computations. Provenance in the context of scientific workflows has been studied extensively, and many
workflow systems support provenance collection and analysis [33]. Support for provenance can be built into a workflow
management system, or it can be provided through external, service-oriented provenance systems such as Karma [34].
Kepler [35] and Triana have native support for provenance
collection and retrieval. Triana has been integrated with external services such as those provided by the EU provenance
project [36]. And Pegasus has been integrated with the PASOA provenance system [37, 38]. These external provenance
services use a similar architecture and implementation as
Stampede, and collect similar data. Although the approach
described in this paper can be used for provenance collection, the primary focus of the Stampede project is to process information about workflow execution for the purposes
of performance analysis and anomaly detection.
Failure prediction using event correlation has been studied
in [39]. Temporal and spatial correlations are proposed using
multiple features (system information, utilization, packet
count, etc). The analysis was performed on a large dataset
spanning a one-year period. The large available dataset
makes use of supervised learning, but might not fit general
online learning when low level grid conditions are unknown.
Offline learning has been used to predict execution time [40],
and develop probability distributions for general failure characteristics [41]. This offline analysis gives guidelines for possible probability models that can be extended to suit our
online analysis. A distributed data mining approach was
presented in [42], to detect misconfigured machines in grid
environments. Two main assumptions are made; the majority of the machines are well-configured, and the behavior
of misconfigured machines is significantly different. Those
assumptions lead to using a distributed outlier detection algorithm.
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Figure 13: Probability density function for the duration of ucsb jobs from Broadband run 26.

CONCLUSION

Applications keep scaling up to ever larger systems and
the execution environment is also growing in complexity.
Although cloud technologies are simplifying application deployment, information about the application execution, including failure behavior, remains hard to understand and
analyze in real time. In this paper, we showed an approach

to the problem, based on the Stampede analysis system,
which is capable of streaming and storing workflow performance information in real time.
Using this framework, we applied statistical clustering
techniques to identify workflows with high failure probability
early on in the execution so that they can be preemptively
restarted. We extended previous work in this area to estimate the potential reduction in time-to-execution of the
workflows.
Next, we used detailed failure patterns from a regression
tree analysis to identify problematic resources and application job types. Because all the information is stored in a
structured datastore, we are able to use these results to develop targeted queries of the detailed information.
Together, these two capabilities provide the ability to quickly
detect failures and avoid them in the future, thus addressing a key barrier to efficiency in distributed simulations.
We evaluated our techniques in the context of a number
of real application workflows, which were executed in distributed environments that included campus, grid, and cloud
resources.
Future work will apply the information about failed workflows to restart and recover these workflows without waiting
for them to fail entirely. It will also be used to enhance
the visual feedback of the system status through web dashboards, etc. This work will require the addition of adaptation capabilities to the Pegasus-WMS system, and additional analysis to track the effectiveness of these adaptations.
As a further enhancement, knowledge of which workflows are
likely to fail can be used to condition measurement granularity. This is part of the general technique called adaptive
monitoring[43], a necessary research direction in this age of
information deluge.
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